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Abstract

In this note we consider the problem of delay optimal rate allocation in a (potentially asymmetric) multi-access channel. The
rate feasibility region of such a network is well-studied and is shown to be of a polymatroid structure. We consider this problem
with unsaturated sources, i.e. jobs arrive at sources at random times and the source has the possibility of being empty. In such
a setting, all stable rate allocation policies result in a throughput matched with the average arrival rate. Hence, we are interested
in rate allocation policies that minimize expected delay in the system. In this paper, we show that a policy of threshold type
is optimal in minimizing the average queueing delay. We study the average delay criterion as the limit of an infinite horizon
discounted cost function when the discount factor approaches 1.

Index Terms

Delay optimal policy, rate allocation, multi-access channel.

I. INTRODUCTION

In this note, we consider optimal rate assignment for a general class of multi user systems where the achievable rate region

(denoted by R) is time invariant and is given by a set of inequalities corresponding to a polymatroid structure. In other words,

for a set of users denoted by N sharing a common channel, where ri is the service rate for queue i, we can operate at any

point in the set R:

R = {r :
∑
i∈S

ri ≤ kS ,∀S ⊂ N}, (1)

where kS is a constant that depends on the subset S.

The polymatroid structure of (1) forms a general model for the capacity and/or feasible rate region in many multi-user

settings, examples of which are illustrated below .

Example 1: Additive Gaussian Multi-Access Channel with Slow Fading- The information theoretic capacity of this

channel can be derived as follows [1].

∑
i∈S

ri ≤W log2(1 +
∑
i∈S Pi

N
) , ∀ S ⊂ N ,

where W is the channel bandwidth, Pi is the received power from user i, and N is the Gaussian noise power.

Example 2: MIMO Multi-access channel with No CSI at Transmitter- Consider a Multiple Input Multiple Output

(MIMO) channel where the input-output relationship is given by

y[m] =
2∑
k=1

Hk[m]xk[m] + w[m] ,

where vectors y[m] and xk[m] represent the signal received at the MIMO receiver and the signal transmitted by user k,

respectively. Matrix Hk represents the channel matrix for user k, and w[m] represents the Gaussian noise term. The information
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theoretic capacity of this channel for a two user scenario N = {1, 2}, assuming no channel state information (CSI) at the

transmitter and perfect CSI at the receiver and constant transmission power, can be derived as follows [2].

ri ≤ E
[
W log2(1 + ||HiPi||2)

]
r1 + r2 ≤ E

[
W log2 det(I +

HKxH∗

N
)
]
,

where W is the channel bandwidth, Pi is the vector of transmit power from user i, Kx is the covariance matrix, and N is the

Gaussian noise power.

In this paper, we are not concerned with the computation and derivation of capacity/rate region as they have been widely

studied, e.g. see [1], [3], [4]. Instead we are interested in the delay optimality of various rate allocation policies when bits

arrive stochastically and whose average rate of arrivals lie inside the capacity region.

When all the users are assumed to be saturated (i.e. always have packets to transmit and the queues are never empty), the

class of throughput optimal policies is known. This class consists of policies operating on the dominant face of the capacity

region (assuming that the rate region is time invariant). However, when stochastic arrivals are taken into account, consequently

provisioning for the possibility of having empty queues, the optimal policy depends not only on the immediate aggregate

throughput, but also on the queue occupancies of each user and the stochastic nature of the arrival and departure processes.

The queueing stability of a multiple access channel has been studied in [5], [6]. When the arrival rates lie in the capacity

region, these papers introduce policies that guarantee stability of the queues. However, these policies, in general, may not

minimize the expected delay.

In this note, we are interested in those policies that minimize the expected average packet delay, when the arrival rates

lie in the capacity region. We study the qualitative structure of the delay optimal policy- a function of queue lengths- which

minimizes the average packet delay in a system with random arrivals. In particular, we study the optimal rate assignment in

a two user system with Poisson traffic and a polymatroid capacity/rate region, i.e. when the feasible/reliable rate of serving

information bits is defined by the set of inequalities in (1) for |N | = 2.

Yeh, et. al, in [7], considered a time-varying but symmetric version of this problem and studied the optimal policy for

minimizing the average bit delay. It was shown that the policy that serves the longest queue with the highest rate (in case

of our Example 1, this translates to choosing the order of cancellation) minimizes the average bit delay. In [8] and [9] delay

optimal policies have been studied with the assumption of Poisson arrival process with equal arrival rates, and exponentially

distributed packets with the same parameter, and exchangeable fading process. These works are closest to our work in that

their special case of time-invariant channel scenario coincides with our special case when the arrival processes as well as

capacity region is symmetric. Specifically, the asymmetric arrival process, processing rate, and packet length distribution is

the major difference between our work and those studied in [7], [8], [9]. In this paper, we assume a (possibly asymmetric)

time-invariant rate region (this can be the model of a slow fading channel, ergodic capacity region, or the case of no channel

state information at the transmitter) and consider the problem of minimizing the average job delay in presence of asymmetric

arrival processes and channel conditions. We show that the optimal policy operates on the extreme points of the polymatroid,

and is of a threshold nature. That is, there exists a switching curve whereby the optimal operating point is at one extreme point

on the dominant face of the capacity region if the queue state vector lies on one side of the curve, and the operating point is at

the other extreme point of the dominant face if the queue state vector lies on the other side of the curve. To obtain this result,

we map this problem to a multi-server queueing problem and use techniques in Markov decision theory. We postpone the
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Fig. 1. The model with two dedicated servers and one shared server

discussion and citation of the related queueing and stochastic control theoretic work to Section II-A, after problem definition.

The remainder of this paper is organized as follows. In the next section, we introduce an equivalent multi-server queueing

model and formulate the problem of delay optimal scheduling as a Markov decision problem with an average cost criterion.

In Section III, we introduce a finite horizon discounted variant of the problem, whose solution is then used to construct a

solution for the infinite horizon version of the problem (both for a discounted cost and the average cost) in Section IV. Finally,

in Section V, we summarize and conclude the paper.

We close this section with a word on our notation. We will use bold face letters to represent vectors and normal-size letters

to represent scalars or random variables. For example x(t) = (x1, x2) is the buffer occupancy of user 1 and 2 at time t. We

use ei to denote the i-th unit vector.

II. PROBLEM FORMULATION AND ASSUMPTIONS

Consider two queues with Poisson arrivals with rates λ1 and λ2. Packets have a length exponentially distributed with mean

L. Each queue has a dedicated server which serves the packets with constant rate Ci. In addition to the private servers, there

is a server with rate C that can be allocated to either queue at any time (see Fig. 1).

Let µi = Ci

L and µ = C
L . This model corresponds to the capacity region described in (1) for two users by putting1,

µ1 = k3 − k2 ,

µ2 = k3 − k1 ,

µ = k1 + k2 − k3 . (2)

By randomizing the allocation of the shared server, all the points on the boundary of the capacity region described by (1) can

be achieved. In other words, due to the polymatroid structure of the capacity region, the problem of optimal rate assignment is

equivalent to the queueing model in Fig. 1. Given this equivalence, the objective is to identify a server scheduling policy which

at a given time determines a (potentially randomized) allocation of the shared server in Fig. 1 as to minimize the expected

average delay. we formulate the following generalization of our problem:

Problem (P)

Consider the multi-server queueing problem illustrated in Fig. 1. Arrival process to queue Qi, i = 1, 2 follows a

Poission process with rate λi. Packet size is stochastic and follows an exponential distribution with mean L. Servers

are deterministic with service rates C1, C2 and C. Consider the average cost

Jπav = lim
T→∞

1
T

∫ ∞
t=0

c(xπ(t))dt ,

1Note that in order to avoid triviality we have assumed k3 ≥ k1, k2, and k1 + k2 ≥ k3.
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where xπ(t) is the state of the queues at time t under policy π and c(x) is the instantaneous cost associated with

having x = (x1, x2) packets in Q1, and Q2.

Find server allocation policy π∗ as to minimize Jπav in expected sense.

To keep the problem meaningful, we restrict our attention to the set of admissible arrival processes. This is the set of arrival

rates for which there exists a policy which ensures positive recurrence, hence a finite delay.

Assumption 1: We assume that
∑
i λi < µ+

∑
i µi.

As stated earlier, it is our goal to allocate the common server in a manner as to minimize the average delay in the system.

By Little’s theorem we have D = (E(x1) + E(x2))/(λ1 + λ2) where D is the average packet delay, xi is the number of

packets in queue i and E(.) is the expectation. Therefore in order to minimize the delay it suffices to minimize the average

number of packets in the system. Motivated by this observation, we restrict our choice of instantaneous cost c(x) to a simple

generalization of x1 + x2. In other words, we are only interested in cost functions c(x) that satisfy certain conditions.

In other words, for the rest of the paper:

Assumption 2: We assume that c(x) ∈ F .

Definition 1: A function f : Z2
+ → R belongs to the set F if f(x) satisfies the following conditions:

C.1 (monotonicity or non-decreasing condition)

f(x) ≤ f(x + ei), i ∈ {1, 2};

C.2 (supermodularity condition)

f(x + e1) + f(x + e2) ≤ f(x) + f(x + e1 + e2);

C.3.a (superconvexity condition)

f(x + e1) + f(x + e1 + e2) ≤ f(x + e2) + f(x + 2e1);

C.3.b (superconvexity condition)

f(x + e2) + f(x + e1 + e2) ≤ f(x + e1) + f(x + 2e2).

Here the terminologies follow that used in [10]. As mentioned earlier, when c(x) = x1 + x2, Problem (P) is equivalent to

minimizing the average number of packets, hence to minimizing the average packet delay. Note that Conditions C.1-C.3.b are

rather benign and set F includes a large number of functions of interest, e.g. all functions of the form c1x
n1
1 + c2x

n2
2 (for

any c1, c2, n1, n2 > 0) satisfy these conditions. Condition C.1 results in monotonic increasing cost functions and ensures that

stability is necessary for optimality (see [11]). Conditions C.2 and C.3.a result in the convexity of f in x1; while C.2 and

C.3.b imply the convexity of f in x2. An example of a function that does not satisfy the above conditions is f(x1, x2) = x1x2

which fails conditions C.3.a and C.3.b.

Note that for Poisson arrivals and exponentially distributed packet length, the vector of the number of packets constitutes

a state. Thus, assuming that the actual number of bits in each arriving packet is not known, in search for the optimal policy,

one can restrict attention to control policies which depend on x(t) = (x1, x2). An event (potential departure or arrival) occurs

in the system with rate Λ = λ1 + λ2 + µ1 + µ2 + µ.

Note that in this note, we use common definitions of Markov and stationary (non-randomized) policies (e.g. see [11]):

Definition 2: A Markov policy is defined as a function from the state space to the set of all probability distributions over

action space. Mathematically, a Markov policy π : Z2
+ → P , where P is the set of all probability distributions on the space

of actions: {0, 1, 2}, corresponding to idling, allocation to Q1, and allocation to Q2, respectively.

In simpler and informal language, a Markov policy is a sequence (over time) of randomized functions of the current state onto

the action space, that does not depend on the previous actions or the state of the system in the past. For the two user scenario,
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a non-idling Markov policy can be defined by a probability p, such that the policy allocates the shared server to queue 1 with

probability p and allocate it to queue 2 with probability 1− p. Therefore a Markov policy π : Z2
+ → [0, 1] can be defined to

allocate a probability p to allocating the server to queue 1, when the state is (x1, x2).

Definition 3: A stationary (non-randomized and non-idling) Markov policy is defined to be a function which allocates an

action to each state in a stationary and deterministic manner. In other words, stationary policy π : Z2
+ → {1, 2} is a mapping

from state space onto the action space. Action i corresponds to allocating the shared server to queue i.

The Dynamic Programming theorem in [11] provides sufficient conditions for the optimality of a stationary (non-randomized)

Markov policy for an infinite horizon MDP with expected average cost criterion and unbounded cost function over countable

state space (e.g. see Theorem 4.1 in [11]). These sufficiency conditions require that (i) at least one stable policy exists, and (ii)

the cost function grows large outside any compact set (hence preventing unstable policies to be optimal). It is straightforward

to show that these conditions are satisfied in our problem, when restricting attention to stabilizable arrival process, i.e.
∑
i λi ≤

µ +
∑
i µi, and class-F cost functions. Furthermore, due to the increasing property of function c(.) restriction to non-idling

policies incurs no loss of optimality. In summary, in the setting of our interest, an optimal policy can be found by restricting

the search to stationary (non-randomized and non-idling) Markov policies, i.e. the optimal policy is a mapping from state

space onto the action space and only changes the server allocation when the state changes, i.e. at instance of new arrivals or

departures. The important consequence of this result is that restricting attention to policies which do not allow for rate splitting

(i.e. simultaneous/randomized use of the shared server) do not incur any loss of optimality.

Now we are ready to study Problem (P). We sudy this problem as the limit of an infinite horizon discounted cost dynamic

programming problem as the discount factor goes to one [12]. The infinite horizon discounted cost problem can be realized as

the limit of the finite horizon discounted cost problem as will be discussed in Section IV. In Section III, we study the finite

horizon optimization problem.

Before we proceed with the solution to Problem (P), we discuss the related work in queueing literature briefly.

A. Related Work

The problem studied in this note can be cast as a special case of the well-known restless bandit problem [13], [14], [15]

posed by Whittle in 1988. A restless bandit is a decision problem where parallel bandits represent controlled Markov chains

(queues in our problem) whose control and state result in a cost/reward. The classical multi-armed bandit is the question of how

the chains, one at a time, are operated in order to arrive at the optimal additive cost/reward over the horizon of interest. While in

classical multi-armed bandit the arms that are not played remain frozen in time, in the restless generalization all chains undergo

state transitions (due to arrivals and dedicated servers in our setting) even when they are not played or selected (allocating the

shared server in our problem). A general optimal solution is not known for this class of problems. In fact, [16] proved that

this problem is complete for polynomial space. As mentioned in [16], “PSPACE-completeness does not immediately imply

intractability, but it strongly suggests it. It is considered a much more convincing evidence of intractability than NP-hardness.”

This signifies the importance of finding structural properties (see [15], [17], [18]) of the optimal policy when dealing with

cases of restless bandit problem. For instance, the threshold nature identified in this note for the optimal policy reduces the

complexity of finding the optimal solution to finding the optimal threshold. Even though finding the optimal threshold is itself

a difficult problem, limiting the set of policies to a threshold policy significantly reduces the complexity.

We also note that [19], [20] study the performance of specific queueing systems under threshold policies and provide

methods for determining the optimal threshold in those scenarios. Unfortunately, these results only apply to the specific
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policies considered in those papers and cannot be generalized to other policies or scenarios. In particular, [20] studies a two-

queue model with a shared server. A threshold policy is defined such that when the server is allocated to queue one, it serves

this queue until it becomes empty. Then it starts serving the second queue until either it becomes empty or the first queue’s

occupancy exceeds a threshold T. Although our queueing model has some similarities with this work, there are some major

differences that make the results in [20] inapplicable to the scenario considered here. The first difference is the nature of our

results: while work in [20] involves a performance analysis of a particular family of policies, our work focuses on the structural

property of a delay optimal policy. The more important difference between our work and [20] is the structure of servers. In our

problem, in addition to the shared server, each queue also has a “dedicated” server. When a queue becomes empty, its dedicated

server is wasted which makes finding the optimal policy for allocating the shared server considerably more complicated than

that studied in [20]. Also in this paper, the server can be allocated to any queue at any given time, i.e. no restriction that the

queue should become empty (or the other queue exceeds a threshold) before reallocating.

III. FINITE HORIZON DISCOUNTED COST PROBLEM

In this section we define a finite horizon version of the problem (P), where the objective is to minimize the discounted cost

over a finite horizon. We define an “event” to be either arrival of a new packet or completion of service for an already existing

packet.

Consider the following cost function:

Jπdiscounted =
∫ TK

t=0

e−αtcπ(x(t))dt, (3)

where TK is the time when Kth event occurs. Let xk be the queue length right after the kth event. Using standard uniformization

techniques [21], this problem can be reformulated as a discrete time optimization problem with the following cost:

Jπdiscrete =
K−1∑
k=0

βkc(xk) (4)

where β = α
α+Λ .

Define the k step value function as follows:

Vk(x) = min
π
E[Jπdiscrete] = min

π
E[

k−1∑
k′=0

βk
′
c(xk)|x0 = x] , (5)

where π belongs to the set of stationary (non-randomized and non-idling) Markov policies. This value function can be found

recursively as follows [12]:

V0(x) = 0

Vk(x) = c(x) + βΛ−1{
2∑
i=1

(λiVk−1(x + ei) + µiVk−1([x− ei]+)) + µmin
i
{Vk−1([x− ei]+)}} , (6)

where the first term corresponds to the arrival rate, second term corresponds to the service rate of the dedicated servers. The

last term corresponds to the service rate of the shared server. Note that if the shared server is dedicated to user i, then the

service rate of user i is equal to µi + µ. Therefore, the shared server should be allocated in order to minimize the last term

in Equation (6).

In subsequent discussion we set Vk(x1, x2) = Vk(max(0, x1),max(0, x2)) to simplify the notation (i.e. we let Vk(.) to be

defined on negative values as well). Note that in order to solve (6) we only need to consider x ≥ 0.
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Theorem 1: The optimal value function Vk(.), belongs to F for all k ≥ 0. Furthermore the optimal policy at each step is

of threshold type.

Proof - Since V0(x) = 0, we have that V0(x) ∈ F . On the other hand we have c(.) ∈ F . Therefore using induction (similar

to the method used in [22], [23]) it can be easily shown that Vk(x) ∈ F for all k ≥ 0.

The optimality of a threshold policy is a direct result of superconvexity property. By the first part of this theorem, Vk−1 ∈ F

for all 0 < k ≤ K. Thus by property C.3.a we have Vk−1(x + e1) + Vk−1(x + e1 + e2) ≤ Vk−1(x + 2e1) + Vk−1(x + e2).

By replacing x with x − e1 − e2 we have Vk−1(x − e2) + Vk−1(x) ≤ Vk−1(x + e1 − e2) + Vk−1(x − e1). Rearranging,

we get

Vk−1(x− e2)− Vk−1(x− e1) ≤ Vk−1(x + e1 − e2)− Vk−1(x) .

The last inequality suggests that if the left hand side is non-negative, then the right hand side is also non-negative. Therefore

if the optimal decision is to allocate the shared server to the first queue when the state is x for some x, then it is optimal to

allocate the server to the first queue when the state is x + e1. Similarly using C.3.b we can show that if the optimal decision

is to allocate the shared server to the second queue when the state is x, then it is optimal to allocate the server to the second

queue when the state is x + e2. We can then define a threshold as follows.

gk(x1) = min{x2|Vk−1(x− e2) ≤ Vk−1(x− e1)}, (7)

and gk(x1) =∞ when the above set is empty. If for time horizon k we have x2 ≥ gk(x1) then the optimal policy is to assign

the shared server at time t to queue 2, otherwise to queue 1 (if the set is empty then the threshold is infinity), proving the

optimality of a threshold policy.

While Theorem 1 shows that the optimal scheduler is of the threshold type, it is worth pointing out that it is in general

difficult to obtain the quantitative value of the threshold. The threshold is given by Equation (7), where the current cost-to-go

function needs to be calculated. This can be computationally expensive.

IV. INFINITE HORIZON

In this section we let K (and as a result TK) to go to infinity. For the infinite horizon case, we can define two different

cost functions, the discounted cost function and the average cost function. We will study these two extensions separately.

A. Discounted cost

We define the infinite horizon discrete time discounted cost function under policy π as follows.

J∞,πdiscrete = lim
K→∞

K−1∑
k=0

βkc(xk) (8)

The value function can be defined as:

V∞(x) = min
π
E[J∞,πdiscrete] = min

π
E[ lim

k→∞

k−1∑
k′=0

βk
′
c(xk′)|x0 = x] (9)

In this case under the additional constraint that c(x) ≥ 0 for all x ≥ 0, we have the following result.

Lemma 1: If c(x) ≥ 0 for all x ≥ 0 then we have V∞(x) = limk→∞ Vk(x).

A proof of this lemma is provided in [24]Chapter 5.4. Note that the convergence and existence of J∞,πdiscrete is due to the

bounded nature of discounted cost.

To allow for the use of Lemma 1 and for the rest of the paper, we will make the following assumption.
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Assumption 3: We will assume that c(x) ≥ 0.

Theorem 2: We have V∞(.) ∈ F . Furthermore, the optimal policy for the infinite horizon optimization is of threshold type.

Proof - Note that the set F is closed under limit operation. Since Vk ∈ F for all k, therefore by Lemma 1, we have V∞ ∈ F .

Therefore by superconvexity of V∞(.) the optimality of a threshold policy is concluded.

Note that in the infinite horizon scenario the policy is stationary whereas in the finite horizon case the threshold can change

as the time index changes.

B. Average cost

Define the average cost as follows.

Jav = lim
K→∞

1
K

K−1∑
k=0

c(xk) (10)

We consider this cost as the limit of the discounted cost problem as β → 1−. We define the value function the same as in

the previous section, however instead of the subscript ∞ we use the subscript β in order to emphasize the dependency on β:

Vβ(x) = min
π
E[ lim

k→∞

k−1∑
k′=0

βk
′
c(xk′)|x0 = x] (11)

By Lemma 1 the function Vβ(x) satisfies the following recursion:

Vβ(x) = c(x) + βΛ−1{
2∑
i=1

(λiVβ(x + ei) + µiVβ([x− ei]+)) + µmin
i
{Vβ([x− ei]+)}} (12)

Define the operator T as follows:

Tf(x) =
2∑
i=1

(λif(x + ei) + µif([x− ei]+)) + µmin
i
{f([x− ei]+)} (13)

Then Equation (12) can be written as:

Vβ(x) = c(x) + βΛ−1TVβ(x) (14)

Note that Assumption 1 guarantees the existence of a Markov stationary (non-randomized and non-idling) policy under

which both queues are stable.

Theorem 3: Suppose Assumptions 1, 2, and 3 hold. Then,

(a) There exists a finite constant J∗ that satisfies the following inequality:

J∗ + h(x) ≥ c̄(x) + Th(x) . (15)

(b) Let π∗ be a policy that minimizes the right hand side of (15). Then π∗ is the optimal average cost policy.

(c) J∗ is the optimum average cost.

In order to prove theorem 3 we need the following lemmas.

Lemma 2: Starting from any state x, there exists a policy πx so that under this policy the system will go to zero state with

finite cost. We denote this finite cost by U(x).

This is a direct result of Assumption 1 and the fact that under this assumption there exists a policy under which the system

is stable.

Lemma 3: Vβ(x) is non-decreasing in x. Moreover, under Assumption 1 we have

Vβ(x)− Vβ(0) ≤ U(x) . (16)
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Proof - In Theorem 2 we have shown that Vβ(x) is non-decreasing. To show that (16) holds, consider the policy π∗ that

follows policy πx until the first time state 0 is reached and then follows the optimal policy. Therefore we have

Vβ(x) ≤ V π
∗

β (x) = U(x) + Vβ(0),

thus proving the lemma.

Lemma 4: Suppose c(x) ≥ 0 for all x ≥ 0. Then under Assumption 1, the quantity (1−β)Vβ(0) is bounded for β ∈ (0, 1).

Proof - Note that when c(x) ≥ 0, using Assumption 1 and Lemma 2 we have, Eπ0 [c(xk)|x0 = 0] ≤ U(0). This can be

argued as follows. Under policy π0, state 0 is a recurrent state and thus any state at time t lies in between two consecutive

occurrences of state 0. Since the expected sum of all costs in between those two occurrences is less than or equal to U(0)

and all costs are non-negative, the cost at each time step has to be less than or equal to U(0). Thus we have

(1− β)Vβ(0) ≤ (1− β)V π0

β (0) = (1− β)Eπ0 [ lim
k→∞

k−1∑
k′=0

βk
′
c(xu)|x0 = 0]

= (1− β) lim
k→∞

k−1∑
k′=0

βk
′
Eπ0 [c(xk′)|x0 = 0]

≤ (1− β) lim
k→∞

k−1∑
k′=0

βk
′
· U(0) = U(0) ,

where the first inequality is due to the fact that π0 is not necessarily the optimal policy. The exchange of the limit and

expectation is a result of the assumption that c(x) ≥ 0 (and consequently the fact that the sum inside the expectation is

non-decreasing) and the last inequality holds by Assumption 1.

Lemma 5: Let βn be a sequence of real numbers such that βn → 1− as n→∞. Under Assumption 1, then there exists a

subsequence αn such that

lim
n→∞

(Vαn
(x)− Vαn

(0)) = h(x) ,

where 0 ≤ h(x) ≤ U(x) for all x > 0.

Proof - Note that hβn
= Vβn

(x)− Vβn
(0) ≤ U(x) by Lemma 3. On the other hand due to monotonicity of Vβn

(x) (same

lemma) we have hβn
= Vβn

(x)− Vβn
(0) ≥ 0. Therefore hβn

∈ [0, U(x)]. Since the space [0, U(x)] is compact, there exists

a subsequence αn for which hαn(x) converges. We denote this value by h(x). This holds for all x ∈ Z2
+.

Since 0 ≤ hαn(x) ≤ U(x) for all n we have 0 ≤ h(x) ≤ U(x).

Now define hβ(x) as follows:

hβ(x) = Vβ(x)− Vβ(0
¯
) (17)

If βn → 1−, then it is shown in Lemma 5 that under Assumption 1 one can find a subsequence αn such that limn→∞ hαn
(x)

exists. We call this limit function h(x). We then have all components needed for proof of Theorem 3.

Proof of Theorem 3 - Let βn be a sequence of real numbers such that βn → 1− as n → ∞. If we add βnVβn(0) to both

sides of (12) we get:

(1− βn)Vβn
(0) + (Vβn

(x)− Vβn
(0)) = c(x) + βnΛ−1T (Vβn

(x)− Vβn
(0))

By Lemma 5, there exists a sequence αn → 1− such that limn→∞(Vαn(x) − Vαn(0)) = h(x). By Lemma 4 the value

(1−αn)Vαn
(0) is bounded. Therefore there exists a sequence γn → 1− for which this value converges to a real number which
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we call J . Therefore by replacing γn in place of βn in the above equation, taking the limit and using Fatou’s lemma we have

J∗ + h(x) ≥ c̄(x) + Th(x) .

Now assume that policy π∗ minimizes the right hand side of (15). First we show that J̄π
∗ ≤ J∗. Let x0,x1, · · · ,xk be the

(random) states that are visited during times 1, 2, · · · , k + 1, then using (15) we have,

J∗ + h(x0) ≥ c̄(x0) + E[h(x1)|x0],

J∗ + h(x1) ≥ c̄(x1) + E[h(x2)|x1],

· · ·

J∗ + h(xk−1) ≥ c̄(xk−1) + E[h(xk)|xk−1]

Taking the expected value on both sides and adding the equations we get,

1
k

k−1∑
u=0

E[c(xu)] ≤ J∗ +
(h(x1)− h(xk))

k
≤ J∗ +

h(x0)
k

, (18)

where the second inequality is due to the fact that h(xk) ≥ 0. Taking the limit from both sides of (18) as t → ∞ and using

the fact that h(x) ≤ U(x) we have J̄π
∗ ≤ J∗.

Now consider any other policy π′.

Jπ
∗
≤ J∗ ≤ lim sup

β→1−
(1− β)Vβ(x) ≤ lim sup

β→1−
(1− β)V π

′

β (x) ≤ Jπ
′

(19)

Therefore π is the optimal average cost policy. On the other hand if we let π′ = π∗, then we scan see that J∗ is the optimal

average cost.

From this theorem we also have the following corollary.

Corollary 1: We have h(x) ∈ F . Hence, the optimal policy is of threshold type.

Proof - Let βn be a sequence such that βn → 1−. Then by Lemma 5, there exists a subsequence αn such that limn→∞ hαn
(x)

exists. On the other hand we have for any αn,

hαn
(x) = Vαn

(x)− V (αn)(0
¯
) .

Since we have Vαn ∈ F for all αn, taking the limit of both sides as αn → 1− and noting that F is closed under the limit

operation, we conclude that h(x) ∈ F .

Note that we have,

Th(x) =
2∑
i=1

(λih(x + ei) + µih([x− ei]+)) + µmin
i
{h([x− ei]+)} ,

Therefore the optimal policy allocates the server to the queue i that minimizes h([x− ei]+). Using the fact that h(.) ∈ F

and using similar arguments made in the proof of Theorem 1 we can show that the optimal policy is of threshold type. The

threshold is given by the following equation,

g(x1) = min{x2|h(x− e2) ≤ h(x− e1)}.

Note that for the average cost criterion, the threshold is stationary and does not depend on time.
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V. CONCLUSION

In this paper we considered a general potentially asymmetric multi-user system which can be used to model many commu-

nication systems with shared resources. In such a problem, we studied the problem of optimally allocating the transmission

rates from the capacity region in order to minimize an average or discounted cost function. The cost at each time instant, is

a function of the number of packets in each queue and for the special case of symmetric linear function results in a delay

optimal strategy. In this paper, we showed that the optimal policy in such a setting is of threshold type. Note that the key issue

in finding the optimal policy is the following fact. When one queue becomes empty while the other is full, the private server

allocated to the empty queue is wasted. In other words, to minimize delay, it becomes important to balance the queues, in the

anticipation of such an event in future. This balancing act depends on the expected arrivals in the future, holding cost, and the

asymmetry in the capacity region. This intuitive observation is exactly what our threshold structure provides.

Again we emphasize that although in this paper we proved the optimality of a threshold policy, finding these thresholds can

be computationally expensive. Also extending these results to more than two users still remains an open problem. The major

difficulty in extending this work to more than two users, lies in the properties of discrete convexity for arbitrary dimensions.

The set of properties C1-C3 define a convex curve over a three dimensional grid. Additional conditions are required to extend

the definition of convex functions to spaces of higher dimension. Unfortunately, other known convexity properties do not

necessarily propagate over time as required in an inductive proof such as ours. This limitation was also observed in other

problems with different settings such as the problems studied in [17], [23].
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